High Availability



Introduction

Businesses rely heavily on email for central business processes like customer transactions, vendor relationships, and internal
communications. Our industry-leading 99.99% uptime guarantee is a reflection of both our understanding of email's central
importance to many businesses and a reflection of the high availability email system engineered by our experts.

Webmail.us has selected an approach to high availability popularized by Google: large numbers of computer servers built on
commodity hardware. The basic theory is that server failures are common, so arrange servers in pairs or clusters, then build
failure detection into the network or the software.

In the past, we have tried the more traditional, high availability design approach: high-end servers with high-end disk
subsystems. The mean time between failure (MTBF) was only somewhat better than commaodity hardware, although the high-end
server hardware was many times more expensive. For the same cost, key services are now spread across large numbers of
servers in single-purpose clusters. Our experience has shown this greatly reduces the risk that any service might become
unavailable to our customers.
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Service Architecture

Front-end Application Servers

There are four core email-related services offered by Webmail.us: inbound email (SMTP), outbound email (SMTP), remote email
client access (POP & IMAP), and web-based email access (webmail). Each of these four services operates from their own high
performance cluster of servers. Each cluster is load-balanced by a pair of network load balancers. These load-balancing devices
are capable of sensing failure in cluster nodes and seamlessly route traffic to the other functioning nodes. When a server fails,
engineers are alerted and issues are diagnosed and resolved before the server is made available again to the server cluster.
Excess cluster capacity is implemented, such that multiple server failures could occur without a notable slip in performance.

Email Storage

Email data storage is spread across a large number of mirrored pairs of servers. Each email storage server has a partner, which
always contains a full copy of the primary server's data. This data is replicated between the two servers in real-time as emails
arrive, using replication software called DRBD In the event that a primary storage server becomes unresponsive, software on the
standby server immediately assumes the network identity of the primary server and begins handling all read and write
operations. Engineers are notified of failures and the faulty server can be either repaired or replaced, and the storage software
automatically handles the process of getting the data on the two servers back in sync.

Databases

Database scaling is implemented using MySQL master-slave replication. Many slave MySQL servers can be added to a cluster
and even chained together for high performance and high availability. Read-only queries are load balanced between the slaves
and write queries are sent directly to the master and data updates are immediately replicated to the slave servers. In this
configuration, all slave MySQL servers have a live copy of all data, and therefore any server can take over the role as master in
the event that the master server fails. When managing really large datasets, such-as for greylisting, MySQL databases are
partitioned across many servers, so that each server contains a subset of the database, rather than the entire database.

DNS

DNS is also designed for high availability through a load-balanced cluster of caching name servers used to answer all DNS
queries. These DNS servers also hold our specially aggregated datasets of anti-spam databases ("DNSBLs"). This DNSBL data
is updated hourly and spread across the DNS servers using rsync.

Spare Servers

Finally, each server rack in our data centers contains at least one spare server, capable of assuming the role of any server on
the rack. Spare servers already have their Linux operating system and application software installed. The process of changing a
spare server's identity and configuration is almost entirely automated and can be completed within minutes.



Data Center

A data center must be intentionally constructed from the i
floor up to offer high availability to the services hosted Take Our Virtual
inside. With Rackspace as our data center hosting partner, Data Center Tour
we are confident that the data center physical plant and REQUIRES FLASH PLUG-IN
network infrastructure will allow our customers and resellers
to rest easy knowing services will always be available.

Bandwidth

Best practices for high availability bandwidth are in place such as the use of physically distant entry points for several tier-one
network carriers, including WilTel, SBC, Sprint, AT&T, Qwest, Time Warner Telecom and MCI. Multiple edge routers and an
internally redundant network co-designed with Cisco provide assurance that data will be routed to and from the Internet with low
latency and high availability. Rackspace data centers offer a 100% network uptime guarantee (SLA). All important aspects of
network availability and performance are monitored by staff on a 24x7 basis.

Power

Conditioned power is used for all servers and network equipment. In the event of a power degradation or outage, uninterruptible
power supplies (UPS) instantaneously provide the necessary energy to continue all services. Fail over UPSs are also installed
and configured to assume power control if needed. An extended outage would trigger on-site diesel engine generators. To
ensure proper operation, the generators are regularly inspected and tested.

Cooling

A large capacity HVAC system is a must for server rooms packed with heat-producing servers. The HVAC system is also
redundant in the event that primary coolers experience issues. To reduce dust and keep air cool, the air in the data center is
filtered and cycled every 90 seconds.

Security
Continuous surveillance, biometric authentication, keycards, and limited access only to employees who have undergone
thorough background checks make sure that only authorized individuals have physical access to servers and network equipment.

Fire Suppression
State of the art fire suppression is also in place to immediately halt the progress of any detected fire and to allow key services to
continue without interruption.

Staff

All staff are certified and experienced in maintaining and monitoring critical networks and servers. Rackspace employs more
RedHat Certified Engineers than any other hosting company in the world, and has more than 60 employees with Microsoft
Certified Professional certificates. The combined experience of the personnel is extremely valuable in quickly solving common
and not-so-common data center issues.



Scalability

As more businesses realize the value of outsourced email hosting, and as reliance on email as a business tool grows, the
demands on our email system steadily increase. As a recognized leader in the email hosting space, we have proven our ability to
scale services to accommodate the growth of our existing customers and the aggressive growth of taking on many new
customers per month.

A compelling advantage of the Webmail.us approach to its service architecture is the ability to quickly and smoothly scale out
system capacity to meet demand. Specialized operating system and software configurations have been tailored to fit the server
hardware at our data centers. When new servers are needed, pre-built software configurations can be loaded in about 20
minutes and the new servers can be seamlessly added to clusters wherever they are needed. Because we use commodity
hardware, Rackspace is able to stock a surplus of spare servers and hardware components and ordering more is always easy
since many different vendors sell every component locally.

Adding email storage capacity is as simple as bringing online new pairs of email storage servers. Experience has allowed us to
know what kind of mailbox capacity and storage performance to expect. This allows us to plan ahead and set up new storage
servers to maintain the excess capacity needed to bring on new mailboxes quickly.

All of the core email services and backend databases can all scale independently from one another. For instance, inbound email
(SMTP) servers are required to do intensive spam identification and processing as well as two layers of anti-virus filtering. The
outbound email (SMTP) servers are not required to perform the same level of spam checking, and therefore the inbound cluster
contains more servers than the outbound email cluster. This efficiency in using server resources allows us to stay competitive on
price while offering superior service quality.



In addition to the monitoring performed by our data center provider, Rackspace, each key service and server is monitored closely
by our own engineering team. Our monitoring systems are designed to watch for service degradation and to track ongoing and
historical performance data to facilitate growth planning.

The primary monitoring system was built around the well-known open source monitoring tool, Nagios. We have constructed a
number of custom plug-ins for Nagios that allow us to monitor every important system function. For instance, we are alerted as
soon as an SMTP server's mail queue has accumulated enough waiting email to exceed our normal 1-2 second delivery times,
but well before the queue is long enough to be noticed by our customers. This sort of early "heads-up" alert permits our
engineers to make minor system adjustments that ensure smooth system operation and improve the overall customer
experience.

Adding server capacity ahead of actual growth is important for maintaining high levels of system performance. We are able to
identify trends and make our growth projections through the use of Ganglia, a tool for tracking and charting all sorts of system
metrics. Hourly, daily, weekly, monthly, and yearly data views are all available for everything from spam volume and login counts,
to storage and CPU utilization. These data points help us to project our server needs and scale the system ahead of demand.

Nagios Example
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Data Backups






amazon
webservices™

Webmail.us and Amazon have established a strong working relationship around our use of the Amazon S3 service. Webmail.us
selected the Amazon S3 product for the backup storage of email messages for two key reasons:

Amazon's commitment to 99.99% system availability matches our own guarantees. Meeting that guarantee is a high priority
for all aspects of our email system. The design of their storage system is inherently fault tolerant, and matches a major
design element of our own central email facilities. Experience has shown that individual components can and do fail, so
designing around such failures is the only way to reach needed levels of system availability.

Scalability is incredibly important for the Webmail.us backup system, as our email volume is enormous and our growth rate
remains very high. Amazon's proven track record at managing the growth of their own business lends great credence to their
future ability to grow with our business.

Here is an Amazon case study, further detailing our relationship with S3.
Here's what others have to say about Amazon's S3 service:
Don MacAskill, CEO of SmugMug

Om Malik, writer for Business Week

Jeremy Zawodny, platform engineer at Yahoo!



